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Abstract

Material similarity functions as the implicit premise underlying domain adaptation in materials informatics, yet it
remains largely undefined, rendering transfer claims difficult to evaluate and compare. This work establishes a task-
dependent, operational definition of material similarity for composition-transfer learning, grounded in four orthogonal
dimensions: composition, structure, property behavior, and local atomic environment. By examining current usage
patterns, it reveals systematic ambiguities arising from single-dimension interpretations and demonstrates how these
ambiguities contribute to inconsistent transfer outcomes. The proposed framework introduces threshold-based criteria
and a weighted similarity score that jointly determine when transfer is justified, alongside boundary conditions that
constrain successful adaptation. Gray zones and edge cases are analyzed to show how trade-offs across dimensions
must be explicitly quantified rather than implicitly assumed. The resulting formulation repositions similarity as a
measurable, task-specific precondition rather than a descriptive label, enabling pre-transfer validation and
standardized reporting. This shift provides a conceptual foundation for reproducible domain adaptation, aligning
materials machine learning with more rigorous principles of transferability and model generalization.
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Introduction

Domain adaptation and transfer learning have emerged as essential strategies in computational materials engineering,
allowing models trained on well-characterized source domains to be repurposed for data-scarce target domains [1-7]. A
representative claim in the literature reads: “Because material A and material B are similar, we transfer a model trained on
A to B.” Such statements appear in studies ranging from alloy design to crystal property prediction [8-10]. Yet the pivotal
term—"similar"—is rarely defined. Does similarity refer to shared elemental constituents, identical crystal prototypes,
overlapping property ranges, or analogous local atomic environments? The absence of a precise boundary renders the
transfer hypothesis untestable and makes cross-paper comparisons impossible.

This article provides a definitional boundary analysis of “material similarity” tailored to domain adaptation in composition-
transfer learning. It does not present new experiments, datasets, or performance benchmarks; instead, it offers a
conceptual clarification grounded in existing scholarship. The analysis proceeds by first establishing why similarity
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matters for the transfer hypothesis, then dissecting current usage patterns and their inherent confusions, mapping the
four primary dimensions of material similarity, and finally articulating an operational definition together with minimum
reporting requirements.

The motivation is practical as well as theoretical. As databases such as the Materials Project and high-throughput
computational screening generate ever-larger composition spaces, researchers increasingly rely on transfer learning to
extrapolate across chemically related but not identical systems [11, 12]. Bartok et al. demonstrated that unified machine-
learning frameworks can model both molecules and materials within a single representational space [13], yet they
stopped short of specifying similarity criteria for domain shifts. Similarly, Chen et al. introduced graph networks as a
universal framework for molecules and crystals [14], highlighting the need for robust transfer mechanisms but leaving the
notion of “similar materials” implicit. Batra et al. surveyed emerging materials intelligence ecosystems and noted the
growing dependence on transfer learning, again without formalizing similarity [12]. More targeted work on domain
adaptation explicitly examines when transfer succeeds, but treats similarity as a black-box precondition rather than an
operational variable [15, 16].

The present boundary analysis therefore fills a critical gap. By restricting attention to composition-transfer learning—
where the source and target differ primarily in elemental makeup or stoichiometry while sharing broader materials classes
—this paper establishes definitional boundaries that are both task-dependent and measurable. The result is a framework
that allows researchers to state with precision when a similarity claim justifies domain adaptation and when it does not. In
doing so, it shifts the field from anecdotal assertions of similarity toward a reproducible, dimensionally explicit standard.

Why "Material Similarity” Matters for Domain Adaptation

The transfer hypothesis in materials machine learning rests on a single intuitive premise: a model trained on source
domain S will generalize to target domain T provided S and T are “similar enough.” Without an operational definition of
“similar enough,” however, the hypothesis cannot be falsified or validated systematically. Positive transfer occurs when
the domain gap is small enough that fine-tuning or reweighting yields improved performance on T, negative transfer
occurs when the gap is large and the transferred model degrades target-domain accuracy relative to training from
scratch; neutral transfer occupies the ambiguous middle ground where outcomes are unpredictable [16, 17].

Work on chemical similarity in machine learning emphasizes that similarity judgments underpin every transfer decision,
yet the community lacks consensus metrics [18-20]. Domain-adaptation studies further illustrate that transfer success is
highly sensitive to the source—target relationship, yet do not supply criteria for deciding when that relationship is
sufficiently close [15, 21, 22]. In the absence of such criteria, authors frequently assert similarity on the basis of superficial
features—shared elements, for example—without evidence that those features are relevant to the prediction task.

This definitional vacuum has three practical consequences. First, it impedes cumulative science: one study’s “similar”
materials may be another’s “dissimilar’ ones, rendering meta-analyses unreliable. Second, it encourages over-optimistic
reporting; negative-transfer cases are under-reported because the underlying similarity claim is never quantified and
therefore never falsified. Third, it hinders benchmark design: without agreed similarity boundaries, it is impossible to
construct controlled transfer tasks that isolate compositional effects from structural or property effects.

The gap is particularly acute for composition-transfer learning, where source and target share the same material class
(alloys or inorganic crystals) but differ in elemental identity or stoichiometry. Here, similarity cannot be reduced to
database provenance or broad chemical family membership. Reviews of materials intelligence ecosystems note the
proliferation of transfer-learning applications yet call for better foundational concepts [12]. Likewise, unified modeling
frameworks demonstrate that representations can span molecules and materials, but do not address how to decide when
two points in that representation space are close enough for reliable transfer [13].
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Material similarity therefore functions as the hidden linchpin of the entire domain-adaptation enterprise. An operational
definition converts it from a rhetorical device into a testable precondition. By specifying which dimensions must align and
at what thresholds, researchers can move from post-hoc rationalization (“the transfer worked, therefore the materials
must have been similar”) to pre-hoc justification (“the materials satisfy criteria C1-C4, therefore transfer is justified”). This
shift is essential if composition-transfer learning is to mature from an empirical practice into a principled methodology.

Current Usage and Confusions

Examination of recent literature reveals multiple, often implicit, operationalizations of “material similarity” that introduce
systematic ambiguity. One recurrent interpretation reduces compositional similarity to elemental overlap, whereby alloys
are deemed comparable solely because they share constituent species, particularly transition metals. Although studies on
chemical similarity document this tendency, they emphasize that elemental presence alone neglects stoichiometry and
electronic structure [18, 19, 23, 24], a limitation underscored by contrasts such as CoCrFeNi and CoO, which share cobalt
yet diverge fundamentally in bonding and properties, undermining transfer learning for formation energies. A closely
related assumption equates similarity with structural identity, inferring transferability from shared prototypes such as face-
centered-cubic (FCC) arrangements. While graph-based frameworks demonstrate the utility of structural representations
within consistent prototypes [14], they also require explicit accommodation of compositional variation, as evidenced by
the divergent elastic and thermal responses of FCC aluminum and FCC nickel, where naive model transfer frequently
induces negative transfer. Beyond these structural considerations, similarity is often inferred from overlapping property
regimes, as in claims that materials are analogous because they exhibit wide band gaps; however, domain-adaptation
studies indicate that convergence in observable properties does not ensure alignment of underlying trends [15, 21].
Attention to local environments introduces further nuance, with coordination numbers or polyhedral geometries frequently
invoked as sufficient descriptors, yet unified ML frameworks demonstrate that such features remain strongly modulated by
element-specific contexts [13]. Another, more implicit, criterion derives from shared database provenance, particularly in
multi-property prediction settings, though this collapses under scrutiny given the chemical and physical heterogeneity
within large repositories [11, 12, 25]. These heterogeneous usages are rarely articulated, and the absence of explicit
prioritization renders similarity claims effectively incomparable, producing a fragmented literature in which successful
transfer in one context coexists with negative transfer in another. Although prior work acknowledges this conceptual
dispersion, it does not establish a unified boundary definition [15, 16, 18], motivating the present analysis to reinterpret
these practices through orthogonal dimensions and to demonstrate the limitations of treating any single dimension in
isolation for composition-transfer learning.

Dimensions of Material Similarity

Material similarity for domain adaptation comprises four interrelated yet conceptually distinct dimensions.

Table 1 consolidates the manuscript’s definitional contribution by distinguishing the four dimensions of material similarity,
specifying what each dimension measures, and clarifying why none is sufficient in isolation for transfer justification.

Table 1. Four Dimensions of Material Similarity: Definitions, Observable Indicators, and Transfer Relevance

Dimension Core What is Observable Why this Why it is Typical
definitional being indicators / dimension insufficient failure mode
question compared? operational matters for alone if used alone
proxies transfer
Compositional Do source and  Element sets, Element Governs Shared Superficial
similarity target contain atomic overlap ratio; whether the elements do not element

comparable fractions, stoichiometric model guarantee overlap is
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comparable mistaken for
bonding, phase transferability
behavior, or even when
response structure or
surfaces bonding
diverges
Identical Prototype
prototype does identity is
not ensure over-
similar interpreted
energetics, despite major
electronic compositional

structure, or or property

composition- mismatch
response
mapping
Similar scalar Models
outputs may transfer
arise from very between
different domains with
underlying overlapping
mechanisms or  outputs but
representations  incompatible
generative
structure
Similar local Over-reliance
motifs may still on local
sit inside very descriptors
different global ~ hides larger-
structural or scale
property mismatch
landscapes across phases

or property
manifolds

Each dimension captures a different facet of the source—target relationship and carries task-dependent weight.

Compositional similarity is defined through element identity and stoichiometric proportion, interrogating not only which
elements are shared but also whether their atomic fractions occupy comparable regimes. Similarity is therefore elevated
when source and target compositions preserve both elemental membership and relative proportions, whereas it degrades
under the introduction of novel species or substantial concentration disparities. Structural similarity extends this logic to
crystallographic organization, encompassing space-group identity, prototype correspondence, lattice-parameter ratios,
and coordination-number distributions; however, even within a shared prototype, deviations such as lattice distortion
necessitate quantitative treatment rather than categorical equivalence. Property similarity reframes the notion of
correspondence in terms of task-relevant observables, evaluating the extent to which source and target distributions and
their underlying gradients align, whether in formation-energy landscapes or electronic characteristics such as band gaps
and density of states [26]. This perspective foregrounds the relationship between observable outputs and their
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compositional dependencies, rather than treating property overlap as intrinsically sufficient. Local-environment similarity
further refines this hierarchy by emphasizing atom-centered descriptors, including bond-length distributions, coordination
geometries, and element-specific neighbor shells, thereby capturing short-range order inaccessible to global
compositional or structural descriptors. Under these conditions, the relative salience of each dimension becomes
inherently task-dependent: formation-energy prediction is governed primarily by compositional and local-environment
alignment due to the dominance of nearest-neighbor interactions, whereas elastic-constant prediction is more strongly
conditioned by structural correspondence, reflecting the influence of long-range order on mechanical response. This task-
specific weighting is implicitly acknowledged in the domain-adaptation study by M., while the graph-network framework of
Chen et al. offers a unified representational basis through which all four dimensions may be encoded within a shared
embedding space.

This multi-dimensional representation clarifies why single-dimension claims are misleading and why an operational
definition must integrate all four axes with explicit, task-specific weighting.

Figure 1 presents the manuscript's central contribution as a hierarchical decision framework showing how task
specification, four-dimensional similarity assessment, threshold testing, and boundary-condition screening jointly
determine whether composition-transfer learning is justified.

Compositional Similarity

Step 2: Apply

— ] Paositive Transfer Likel
element identity, stoichiometry, »| Task-Dependent —» el Y
o concentration ranges Thresholds Domain adaptation justified
.
. Step 1: Speci
Transfer Learning SRk Snecky Cl: Spp 2 8, (T)
Claim Task T Structural Similarity Are all Gray Zone / Uncertain Transfer
P+ pratotype, space group, | C& Sun 2 O (T) task-relevant > Mear case; requires
Examples: lattice relations, coordination - criteria it justificati bridagi
Can knowledge from formation energy, distributions Gz Sprop 2 Oyop(T) satisfied? ?:n':-:n ferens i
source domain S be elastic constants, Ca: Sy 2 B(T) <
transferred to band gap, stability, -
. il Property Similarity
target domain T? defect behavior ; : ative Transfer Risk
P tskreevant roperty [P —P ::’2 from scratch or
nd gradient = -
bt s Soveran (T) =L w, S, redesign source-target pairing
Similarity Is task-dependent, 3 Require

Local-Environment Similarity

bond lengths, neighbor shels,
coordination geometry

not material-intrinsic. Boundary condition: high similarity muwst occur

on task-relevant dimensions

Soveratt(T) 2 Opveran (T)

Boundary condition: target must remain within
source representation capacity

Minimum Reporting Standard

Quantify all four dimensions | Report task-spacific weights and thresholds |  Justify transfer bafore modad adaptation

Figure 1. A Hierarchical Decision Framework for Operationalizing Material Similarity in Composition-Transfer Learning

Proposed Operational Definition

Two materials or material families, denoted A and B, are considered similar for transfer learning on a task T only when
four conditions are jointly satisfied: compositional similarity surpasses a task-dependent threshold Gcomp(T); structural
similarity exceeds Ostmc(;r); property similarity across all task-relevant observables meets Opmp(T); and a combined
similarity score, constructed as a weighted aggregation of the four dimensions with task-specific weights, exceeds
Hmjemu(T). This formulation is explicitly task-contingent rather than material-intrinsic, such that correspondence in one
predictive context does not imply transferability in another, reflecting the shifting dominance of underlying mechanisms.
The thresholds 6 are therefore not universal constants but must be determined empirically for each task family through
controlled variation of source—target distances [16, 17].

This definition imposes immediate operational constraints. Any assertion of similarity must specify the precise dimensions
evaluated and the numerical thresholds employed, and must be anchored to a clearly defined task T; decontextualized
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claims are thereby excluded. When multiple predictive objectives are considered, each requires an independent
assessment, as cross-task generalization cannot be assumed. Accordingly, a minimum reporting standard emerges in
which studies invoking material similarity for domain adaptation provide quantitative scores across all four dimensions,
justify the selected thresholds, and identify the dimensions most heavily weighted for the task at hand. These
requirements extend existing calls for transparency in domain adaptation and refine prior recommendations on chemical
similarity and transfer-learning diagnostics [15, 16, 18].

Enforcing this framework transforms similarity from an implicit assumption into a testable condition. Evaluation shifts
toward explicit interrogation of which dimensions were quantified, how thresholds were defined, and whether they were
satisfied, enabling both critical assessment and prospective decision-making. In practice, this reframing allows
practitioners to assess transfer viability a priori, reducing reliance on post hoc identification of negative transfer. The
boundary articulated here thus recasts material similarity as a rigorous prerequisite for composition-transfer learning
rather than a descriptive convenience.

Boundary Conditions for Transfer Success

The operational definition of material similarity delineates necessary yet insufficient conditions for effective domain
adaptation, as successful composition-transfer learning depends on a set of boundary constraints that regulate the
transition from positive to neutral or negative transfer. Central to this framework is the requirement that similarity aligns
with task-relevant dimensions: when predictive performance is governed by compositional factors, as in formation-energy
or stability estimation, compositional correspondence must exceed QComp(T), a condition whose violation has been shown
to precipitate rapid degradation in transfer efficacy despite superficial agreement elsewhere [15, 21]. This dependence
shifts in structure-dominated tasks, such as elastic-constant prediction, where structural alignment assumes a gating role.
At the same time, divergence along task-irrelevant dimensions does not inherently disrupt transfer, provided such
variation remains subordinate within the learned feature hierarchy; graph-network architectures, for instance,
accommodate this tolerance by attenuating non-critical features during fine-tuning [14].

Beyond dimensional alignment, the residual domain gap must remain within the adaptive capacity of the model, since
even nominal compliance with similarity criteria can be undermined by pronounced shifts in property gradients that
exceed architectural flexibility, rendering transferred parameters ineffective or detrimental [6, 16]. This constraint interacts
directly with data availability, as limited source datasets fail to encode stable compositional mappings, leading to
unreliable transfer even between closely aligned materials [8, 9]. A further limitation arises when the target domain
extends beyond the representational scope of the source, particularly through the introduction of previously unseen local
environments or structural prototypes, where extrapolation becomes inherently unstable despite advances in unified
modeling frameworks [13]. Under these conditions, transfer learning succeeds primarily when alignment is concentrated
in the dominant task-relevant dimensions and the target remains embedded within the learned manifold, thereby
minimizing domain discrepancy and facilitating efficient fine-tuning. Deviations from these constraints necessitate
alternative strategies, including training from first principles or introducing intermediate domains, thereby recasting the
operational definition as a predictive criterion rather than a retrospective justification.

Table 2 translates the proposed definition into an actionable decision matrix by linking similarity configurations and
boundary conditions to expected transfer outcomes and appropriate modeling choices.

Table 2. Decision Matrix for Composition-Transfer Learning: Boundary Conditions, Expected Outcomes, and
Recommended Research Actions

Scenario Similarity profile Boundary- Expected Interpretation Recommended
across four condition transfer research action
dimensions status outcome
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Boundary Cases and Gray Zones

Even with an operational definition and explicit boundary conditions, regions of ambiguity persist where similarity scores
approach threshold values or vary across dimensions, necessitating careful interpretation of borderline cases. When
identical elements appear in differing stoichiometries, as in TiOz (rutile prototype) and TiO (rock-salt structure),
compositional overlap remains partial while structural alignment collapses and local environments diverge, producing a
discontinuous property landscape in which formation-energy transfer fails as the domain gap exceeds QWUC(T) and
Hlocal(T). A contrasting scenario arises when distinct chemistries share a common prototype: MgO and NaCl exhibit
negligible compositional overlap yet converge structurally, enabling transfer in elasticity-dominated tasks where
coordination geometry governs response and structural similarity outweighs elemental disparity. This asymmetry is further
exposed in systems such as body-centered-cubic (BCC) iron and face-centered-cubic (FCC) iron, where identical
composition coexists with structural divergence; here, transfer may remain viable for magnetic-moment prediction
because the governing mechanism is predominantly element-driven, rendering structural variation secondary.

Such cases foreground the non-universality of similarity thresholds, which must be empirically calibrated within each task
domain, as even substantial compositional overlap may prove insufficient under certain conditions, a sensitivity implicitly
demonstrated in alloy-design workflows where minor stoichiometric perturbations shift systems across similarity
boundaries [9]. The interplay between dimensions becomes particularly evident when compensatory effects emerge,
allowing strong alignment in structural or local-environment descriptors to offset compositional mismatch, or vice versa,
though the extent of such trade-offs remains inherently task-specific. Frameworks such as the AtomSets hierarchy
developed by Chen et al. [27] provide a means to formalize these interactions, yet do not prescribe universal weighting
schemes. These gray zones therefore do not undermine the framework but instead delimit the space within which
judgment operates, requiring explicit documentation of dimensional trade-offs and justification of aggregate similarity
relative to defined thresholds. In this way, similarity is recast from a binary classification into a structured, reproducible
landscape grounded in quantifiable criteria.

Relation to Other Concepts

Material similarity for domain adaptation is related to but distinct from several established concepts in machine learning
and materials informatics.

It differs from domain-discrepancy measures such as Maximum Mean Discrepancy or adversarial domain alignment.
Those metrics quantify distributional shift after the fact using feature embeddings; material similarity, by contrast, is a prior
assessment performed before any target data are seen. Hu et al. [1] explores when transfer works precisely by probing
this distinction, showing that low discrepancy alone does not guarantee success unless the underlying material similarity
criteria are also satisfied [28].

Material similarity also extends—but is not identical to—chemical similarity as operationalized for molecules. Fingerprint-
based metrics (Tanimoto coefficients, molecular graphs) are well-developed for organic compounds, yet crystals introduce
periodic boundary conditions and stoichiometry that fingerprints do not capture. Axelrod et al. [11] review chemical
similarity in materials machine learning and notes the gap; the four-dimensional framework proposed here bridges that
gap by incorporating structural and local-environment axes absent from purely molecular definitions.

Finally, material similarity is a conceptual predecessor to data-driven transfer-learning success predictors such as the H-
score or task-similarity metrics. Those predictors evaluate transfer potential after source and target data are embedded;
material similarity supplies an interpretable, human-readable prior that explains why certain embeddings succeed or fail.
Kong et al. [4] and Choudhary et al. [29] demonstrate the value of such priors in multi-property prediction, yet they treat
similarity as an implicit input rather than an explicitly defined boundary.
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By positioning material similarity at the intersection of these concepts, the present definition provides a missing
foundational layer. It supplies the “why” behind observed discrepancies and success predictors, enabling researchers to
diagnose transfer failures at the materials level rather than the model level alone.

Implications for Transfer Learning Practice

Adopting the operational definition carries immediate consequences for three stakeholder groups.

For researchers reporting transfer learning, the requirements are clear: cease claiming “the materials are similar” without
guantification. Every manuscript must report similarity scores along all four dimensions, specify task-relevant weights, and
justify the thresholds applied. Papers that omit this information should be revised before submission. The minimum
reporting standard aligns with the transparency already advocated in large-dataset transfer studies by Hoffmann et al. [6]
and alloy-specific workflows by Sun et al. [8].

For reviewers, the new standard supplies concrete evaluation criteria. A reviewer can now ask: “Which dimensions were
quantified? What were the exact thresholds? Were they exceeded for the stated task?” Claims that rely on database
provenance or single-dimension assertions (element overlap alone, for example) must be flagged as insufficient. This
shifts peer review from subjective judgment to verifiable boundary compliance.

For benchmark designers, the framework suggests the construction of similarity-controlled transfer tasks. Standard
datasets should include pre-computed similarity matrices across the four dimensions for representative source—target
pairs. Such benchmarks would enable systematic studies of positive, negative, and neutral transfer as a function of
controlled similarity distances. Batra et al. [12] called for more structured materials intelligence ecosystems; similarity-
controlled benchmarks constitute a direct implementation of that vision.

Collectively, these implications convert material similarity from a rhetorical convenience into a community-wide reporting
norm. The result will be fewer irreproducible claims, clearer meta-analyses, and accelerated progress toward reliable
composition-transfer learning across alloys and crystals.

Conclusion

This study reframes material similarity from an informal descriptor into a formally bounded, task-dependent construct that
governs the validity of composition-transfer learning. By decomposing similarity into four orthogonal dimensions and
embedding them within a thresholded, weighted framework, it resolves longstanding ambiguities that have limited
comparability across studies and obscured the causes of transfer success or failure. The analysis demonstrates that
similarity cannot be inferred from isolated features or assumed from shared provenance, but must instead be established
through explicit, quantitative alignment with task-relevant mechanisms. Boundary conditions and gray-zone cases further
clarify that transfer outcomes emerge from the interaction between dimensional alignment, model capacity, and data
sufficiency, rather than from similarity alone.

Beyond conceptual clarification, the framework introduces a shift in practice: transfer is justified not retrospectively but
through verifiable preconditions that can be reported, tested, and reproduced. This repositioning has implications for
experimental design, benchmarking, and peer evaluation, enabling the field to move from anecdotal reasoning toward
principled decision-making. In doing so, it establishes material similarity as a foundational layer linking chemical
representation, model behavior, and domain adaptation performance, thereby supporting the maturation of materials
machine learning into a more predictive and systematically grounded discipline.
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